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Abstract

Network service providers purchase large point-to-point connections from net-
work owners, then offer individual users network access at a price. Appropriately
provisioning (purchasing) and allocating (pricing) connections remains a difficult
problem due to increasing demands and network dynamics. However, connection
management is more complex with the deployment of Quality of Service (QoS).
This paper describes a scalable connection management strategy for QoS enabled
networks. The management technique maximizes profit, while reducing blocking
experienced by users. Important issues regarding demand estimation, connection
duration, and pricing intervals, are addressed and analyzed. Simulation results are
also provided to demonstrate the viability of the proposed system.

Key words: Connection Management; SLA; DiffServ; Bandwidth Pricing;
Microeconomics.

1 Introduction

The next generation Internet will provide advanced services, such as Quality
of Service (QoS) guarantees, to users and their applications. As a result of
these enhancements, it is expected that service providers will face an increas-
ing number of users as well as a wide variety of applications. Under these

� This work was supported by DARPA and AFOSR (grant F30602-99-1-0540). The
views and conclusions contained herein are those of the authors and should not be
interpreted as necessarily representing the official policies or endorsements, either
expressed or implied, of the DARPA, AFOSR or the U.S. Government.

1



demanding conditions, network service providers must carefully provision and
allocate network resources (e.g. bandwidth) for their customers. Provisioning
is the acquisition of large point-to-point network services (connections) over
a long time scale. In contrast, allocation is the distribution of these provi-
sioned services (via pricing) to individual users over a smaller time scale [1].
Determining the optimal amounts to provision and allocate remains a diffi-
cult problem under realistic conditions. For example, service providers must
balance user needs in the short-term while provisioning connections for the
long term [2]. Furthermore, this must be done in a scalable fashion to meet
the growing demand for network services, while also being adaptable to future
network technologies.

Microeconomics can serve as an efficient mechanism for resource management,
optimal allocations, and revenue generation [2–8]. An excellent description of
the issues related to pricing and managing QoS-enabled networks in a retail
market is provided in [2]. Network resource provisioning has also been investi-
gated, where bandwidth contracts are bought and sold among network brokers
and service providers [9–15]. This previous research was primarily interested
in the development of a wholesale market and defining general economic sta-
bility. For example, a wholesale/retail market was proposed for Internet Dif-
ferentiated Services (DiffServ) networks by Semret et al. [15]. While this paper
provided important insight into provisioning and peering, it did not address
resource allocation (pricing). Pricing was investigated in a companion pa-
per [16]; however, these management issues are best answered simultaneously,
since provisioning and allocation are interdependent.

In [17,18] a framework was introduced for provisioning and pricing a single
connection within the context of hierarchical markets. A connection was pur-
chased in a wholesale market and access was sold to individual users in a re-
tail market. This paper builds on this hierarchical model to provide a scalable
connection management strategy for multiple connections and future network
services. Unlike [17,18], important issues regarding connection balancing, de-
mand estimation, connection duration, and pricing intervals are addressed.
Objective of the connection management method is to maximize profit and
bandwidth utilization, while reducing the blocking experienced by users.

The remainder of this paper is structured as follows. Section 2 describes the
connection management model used, consisting of individual users and a ser-
vice provider. Optimal strategies for bandwidth provisioning and allocation
(pricing) are presented in section 3 with analytical results. In section 4, the
performance of the connection management techniques are investigated under
realistic conditions using simulation. Finally, section 5 provides a summary of
connection management and discusses some areas of future research.
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Fig. 1. Network supporting QoS, where multiple users share a single QoS connection.

2 Connection Management Model

The network model consists of users and a service provider, as seen in figure
1. Users require a certain QoS and bandwidth amount, for example effective
bandwidth [19], for their network applications. Applications may start a ses-
sion at any time, request different levels of QoS, and have varying session
lengths. In addition, users desire immediate network access (minimal reserva-
tion delay). In contrast, service providers own large amounts of bandwidth (or
rights to bandwidth) and point-to-point connections across networks [20].

For this paper, link bandwidth will be the primary resource that is priced,
while QoS metrics will be used as constraints. For example a customer may
request a bit rate with a certain minimum point-to-point delay or type of
service (e.g., best effort), which is consistent with how service (in its limited
form) is traded today [21]. Furthermore, this paper defines a service as a low-
level network service that a network service provider offers to its customers.
Services could include the Internet Integrated Services (IntServ) guaranteed
service [22] or DiffServ assured forwarding [20]. A QoS connection is the actual
invocation and use of a service (QoS class). How the QoS is achieved depends
on the underlying network protocols; it is expected in the future that the
customer will be shielded from such specifics via middleware [2,23]. Once the
QoS connection is established (provisioned), portions of the connection are
sold (allocated) to individual users at a price; therefore, multiple users may
share a single QoS connection, as seen in figure 1.

The price of bandwidth (charged to users) will be based on use. Similar to
residential electricity, bandwidth will be considered a nonstorable commodity.
The time scale associated with the price is another important issue. Bandwidth
prices could remain fixed for long periods of time or continually change based
on current congestion levels [5]. For example, spot market prices are updated
over short periods of time to reflect congestion [5]. While this method does
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Fig. 2. Aggregate bandwidth usage for Wake Forest University. The dark line rep-
resents the incoming traffic, while the shaded area is traffic departing campus.

provide fair allocations under dynamic conditions, users cannot accurately
predict the cost of their sessions due to possible price fluctuations. In contrast,
fixed prices provide predictable costs; however, the user has no incentive to
curtail consumption during peak or congested periods. Therefore, the service
provider must be able to update prices in response to user demand yet provide
some predictability.

As a compromise, the proposed management technique will use prices based
on slowly varying parameters, such as Time of Day (ToD) statistics. As noted
in [24–26] and seen in figure 2, the aggregate demand for bandwidth changes
considerably during certain periods of the day. A day will be divided into equal
periods called a ToD. During each ToD, every QoS class will have a fixed band-
width price. To provide predictability, prices are known a priori by the users
via a price schedule {pi,t}, where pi,t is the price of class i bandwidth during
the t ToD period. As described in [27], the duration of the ToD will effect
performance. Users prefer a simple price structure with few price intervals. In
contrast, service providers prefer more price intervals, yielding more control
over user demand. Therefore, the service provider must carefully balance the
preferences of the users against benefits of more control. Given the price sched-
ule, the interval durations, and the required bandwidth, the user can predict
the session cost. The bandwidth of a QoS connection is sold on a first-come,
first-serve basis; advanced reservations are not allowed. Furthermore, a new
user is admitted only if the QoS of existing users will be maintained. If the
amount is affordable but not available in any of the acceptable QoS classes,
the user is considered blocked. However, users who cannot afford pi,t are not
considered blocked.

Given this framework, service providers are responsible for establishing QoS
connections and allocating portions of the connection to individual users. Their
primary goal will be to maximize profit and bandwidth utilization.
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3 Optimal Connection Provisioning and Allocation

Assume the service provider needs to establish multiple connections to the
same destination (network or domain), each providing a different QoS. Each
point-to-point connection has an associated Service Level Agreement (SLA)
that specifies the maximum bandwidth (provisioned amount), QoS class, lo-
cation (ingress and egress routers), cost, and the term (connection duration)
[21,28]. For this paper, i will uniquely identify a QoS class and connection.
Assume Q represents a set of ordered QoS classes, where i > j indicates i is a
higher (more stringent) QoS class than j. In addition, let each day be divided
into N equal-length ToD periods, where t = 1...N . Therefore, an SLA would
span several consecutive ToD periods. The service provider is interested in
maximizing the profit of all connections. This is achieved when the difference
between the revenue generated minus the cost is maximized, as seen in the
following formula.

max

⎧⎨
⎩
∑
∀i∈Q

N∑
t=1

[ri(xi,t) − ci(si)]

⎫⎬
⎭ (1)

The revenue generated by connection (QoS class) i during ToD period t is
ri(xi,t), where xi,t is the user demand for this class. The cost of connection i
is ci(si), where si is the bandwidth capacity specified in the SLA. The profit
maximization is over the SLA term (N consecutive ToDs) and all QoS classes.
The first-order conditions of the optimization problem (equation 1) are

∑
∀i∈Q

N∑
t=1

∂ri(xi,t)

∂xi,t
= N · ∑

∀i∈Q

∂ci(si)

∂si
(2)

Note that the supply (SLA provisioning amount) for each class, si, is constant
for each ToD. The left-hand side of equation 2 is referred to as the marginal
revenue, which is the additional revenue obtained if the service provider is able
to sell one more unit of bandwidth. The right side of equation 2 is referred
to as the marginal cost, which is the additional cost incurred. If the cost and
revenue functions are continuous and convex, the optimization problem can
be solved. Therefore, to determine the appropriate provisioning amounts and
prices, these functions must be identified.

The Cobb-Douglas demand function will be used to model and predict ag-
gregate user demand (multiple users seeking the same QoS class) [29]. The
Cobb-Douglas demand function is commonly used in economics, because it is
continuous, convex, and has a constant elasticity [29]. A constant elasticity
assumes users respond to proportional instead of absolute changes in price,
which is more realistic. The INDEX Project used the Cobb-Douglas demand
function to describe user demand for different Internet access speeds [30]. For
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this reason, this function is also appropriate for Internet QoS demand.

The Cobb-Douglas function has the following form,

xi,t = βi,t ·
∏

∀j∈Q

p
αij,t

j,t (3)

where pi,t is the price for resource i during ToD t; and the approximate aggre-
gate wealth (per unit bandwidth) of users requiring class i is denoted by βi,t.
The cross-price elasticity during ToD t is αij,t, if j = i then αij,t is the own-
price elasticity. Own-price elasticity represents the percent change in demand
for class i in response to a percent change in its price. Own-price elasticity is
typically negative, since price and demand move in opposite directions [30].
The cross-price elasticity is the percentage change in the quantity demanded in
response to a percent change in the price of another resource. If two resources
are substitutes, the cross-price elasticity will be positive, since the price of
one resource and the demand for another resource move in the same direction.
Therefore the model captures the preferences for different QoS classes as well
as the relative amounts desired per class. The values for aggregate wealth and
the elasticities are estimated from previous ToD periods, which is described
further in section 4.1.

The optimization problem given in equation 1 must be solved to determine the
appropriate amount to provision for each class. This amount will be constant
for the duration of the connection. Given the aggregate demand function, the
revenue earned is the price multiplied by the demand,

pi,t · xi,t =

(
xi,t

βi,t·
∏

∀j∈Q,j �=i
p

αij,t
j,t

) 1
αii,t · xi,t =

x
1+ 1

αii,t

i,t · β
−1

αii,t

i,t ·
(∏

∀j∈Q,j �=i p
αij,t

j,t

) −1
αii,t

(4)

Taking the derivative of equation 4 with respect to demand yields the marginal
revenue for ToD t. Similarly, taking the derivative of the cost function yields
the marginal cost. Substituting these values into equation 2 results in a system
of equations that can be solved for si. Remember, we seek the point where
demand equals supply; therefore, xi,t = si, which is the appropriate amount to
provision for QoS class i during ToD t. Since the marginal equations (revenue
and possibly cost) are non-linear, a direct solution cannot be found; however,
gradient methods (e.g., Newton) can be used to determine the optimal provi-
sioning amounts [31,32]. Due to the time typically associated with negotiating
an SLA [18], calculations can be performed off-line, since convergence time is
not critical.

Given the amount provisioned and the demand functions (equation 3), the
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price per ToD can be determined using the following equation.

pi,t =

(
xi,t

βi,t ·∏∀j∈Q,j �=i p
αij,t

j,t

) 1
αii,t

(5)

Substituting si for xi,t, t = 1 . . .N gives the price per ToD such that xi,t = si.
Of course, the actual demand may be less than this amount (actual demand
is finite), which will result in an under allocation during the ToD.

As previously described, the prices will form a price schedule, which is given
to the users in advance. Using the price schedule, users can determine the
cost of their session and purchase the bandwidth that maximizes their QoS.
A user is accepted into a class only if the available bandwidth can satisfy the
demand of the new user while not degrading the QoS of existing users. If the
amount of bandwidth desired is affordable but not available, then the user
is blocked. While the system does not target a specific blocking probability,
demand estimation will be performed to minimize the blocking experienced
by users. Since the system is based on the competitive market, the resulting
allocations (at the equilibrium prices) are fair and efficient [33].

3.1 Provisioning and Allocation Analysis

The validity of the provisioning and allocation equations can be verified by
examining the cases of infinite and unity elasticity. Assume users are only
interested in one type of service i; as a result, the cross-price elasticities are
zero αij,t = 0, ∀i �= j, while the own-price elasticity is non-zero. Given this
simplified Cobb-Douglas demand equation, the revenue earned by the service
provider during the interval t for connection i is,

pi,t · xi,t = pi,t · βi,t · pαii,t

i,t = βi,t · p1+αii,t

i,t (6)

Alternatively, the revenue earned can be written as,

pi,t · xi,t =

(
xi,t

βi,t

) 1
αii,t · xi,t = β

− 1
αii,t

i,t · [xi,t]
1+ 1

αii,t (7)

As previously described, the marginal revenue is the first derivative of the
revenue equation with respect to the demand; therefore, the marginal revenue
is,

β
− 1

αii,t

i,t ·
(

1 +
1

αii,t

)
· [xi,t]

1
αii,t (8)

Assume, cost of connection i paid by the service provider is c(si) = gi · si and
the marginal cost is gi, where gi per unit bandwidth. From equation 2, the
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service provider maximizes profit when marginal revenue equals the marginal
cost.

β
− 1

αii,t

i,t ·
(

1 +
1

αii,t

)
· [xi,t]

1
αii,t = gi (9)

Solving for xi,t, the optimal amount to provision for connection i is

si =

⎡
⎢⎢⎣ gi

β
− 1

αii,t

i,t ·
(
1 + 1

αii,t

)
⎤
⎥⎥⎦

αii,t

=
βi,t · gαii,t

i(
1 + 1

αii,t

)αii,t
(10)

The optimal retail price pi,t during interval t is,

pi,t =

(
si

βi,t

) 1
αii,t

(11)

The value of the own-price elasticity can reflect level of competition among
service providers. If the number of service providers is very large, then the
retail market is a competitive market [34]. In this market model free entry
exists, so new service providers will continue to enter the economy as long as
profits are positive. User demand is very elastic (elasticity approaches −∞) in
this case given the large selection of service providers. In contrast, if the service
provider has a monopoly the elasticity approaches −1 and profits increase,
since users have little or no choice [34]. From equations 10 and 11, the optimal
revenue under these two extreme cases is as predicted.

lim
αii,t→−∞

βi,t · g1+αii,t

i

(1 + 1
αii,t

)1+αii,t
= 0 (12)

lim
αii,t→−1

βi,t · g1+αii,t

i

(1 + 1
αii,t

)1+αii,t
= βi,t (13)

3.2 Increasing Performance via QoS Class Promotion

The preceding developed equations for optimal provisioning and allocation,
where a fixed amount of bandwidth is provisioned for the duration of the
connection (called SLA-based provisioning). The service provider may change
prices per ToD; yet, profits could increase if the amount of bandwidth available
(supply) per ToD was also adjustable. Unfortunately, the SLA specifies a strict
connection capacity.
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QoS class promotion refines the QoS class prices (given by equation 5) and
provisioned amounts, while maintaining the SLA capacity constraints associ-
ated with each class (si, ∀i ∈ Q). Class promotion can occur when the pre-
dicted demand for a lower class is greater than the amount provisioned (SLA
agreement) and higher class bandwidth can be made available through higher
prices. QoS promotion is based on estimated demand and is performed before
the final price schedule is determined. As a result, prices will not dynamically
change during a ToD if QoS promotion is performed.

The connection supply (si) and prices (pi,t) are determined first using the
equations and methods given in the previous section. Then for each ToD, the
service provider will maximize revenue again across all QoS classes with the
same destination,

max

⎧⎨
⎩
∑
∀i∈Q

ri(xi,t)

⎫⎬
⎭

subject to: xi,t ≤ si +
∑
∀j>i

(sj − xj,t),
∑
∀i∈Q

xi,t ≤
∑
∀i∈Q

si, and

pi,t < pj,t ∀j > i

(14)

The first constraint concerns the amount of bandwidth available to service
class i, which is less than, or equal to, the provisioned amount plus any band-
width available in any higher classes. The second constraint ensures that the
total amount allocated is no more than the total amount provisioned. The last
constraint prevents price inversion, which is a higher class having a lower price
than a lower class. The resulting system of equations requires non-linear meth-
ods to find the appropriate allocation amounts and prices [31]. As previously
described, the preferences for different QoS classes and amounts is captured
by the Cobb-Douglas demand equation via the elasticity and aggregate wealth
parameters. The resulting values for xi,t are the optimal bandwidth provision-
ing amounts for each class per ToD. Based on these values, the optimal price
for each class and ToD is determined using equation 5. These prices will form
the final price schedule given to users.

Note that QoS class promotion may restrict the supply available to higher class
traffic (via increasing prices) in lieu of a larger bandwidth supply for lower class
traffic. QoS-promotion results in a larger total group of users (over all QoS
classes) and higher profits, which is beyond the ATM concept of allowing lower
class (ABR) traffic the use of any unused higher class (e.g., VBR or CBR)
bandwidth [35].
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4 Management Performance and Experimental Results

Section 2 described a framework for optimally managing network connections
that was evaluated analytically; however, performance under realistic condi-
tions is equally important. For this reason, this section provides examples
of system performance via simulation. The use of actual data in simulation
experiments is often preferred. For the system described in this paper, data
is needed that captures the effect of price on demand. Unfortunately such
information is not easily available. Therefore, the simulations performed in
this section modeled individual behavior instead of using actual demand-price
data. However, the modeled behavior is in accordance with the findings of the
INDEX Project [30].

Experiments simulated users interacting with a service provider for network
access. Users started their sessions at random times using a Poisson distri-
bution with mean equal to 9:00 am each day, simulating peak hours. The
duration of a session was uniformly distributed between 0 and 12 hours. Users
had an own-price elasticity αii uniformly distributed between 1.75 and 2.5
(consistent with the INDEX Project) and a wealth βi uniformly distributed
between 1× 108 and 2× 108 tokens 1 . The minimum demand of each user was
uniformly distributed between 0.25 Mbps and 2 Mbps to represent a variety of
traffic. Although experiments will differ on the issue investigated, the common
objectives are maximizing bandwidth utilization and profit, while minimizing
the blocking probability experienced by users.

4.1 User-Demand Estimation and Blocking

Determining the optimal amount of bandwidth to provision and the associ-
ated prices requires knowledge of the aggregate user demand. Due to the dy-
namic nature of networks, demand can change over time; therefore, demand
prediction and estimation must be employed. Future demand is estimated us-
ing demand-price data observed during previous ToD periods. During a ToD
the price is fixed and the demands are recorded, where the demand during a
ToD will vary based on the number of users and their applications. This is
repeated for different prices resulting a set of demand-price data. Given the
demand-price data, the demand curve parameters (α and β) can be estimated
by transforming equation 3 into a linear form (taking the logarithm of both
sides). Using the linear form of equation 3, ordinary least squares techniques
can estimate the parameters. However, the shape of the curve (and thereby
the performance of the management technique) will depend on which data
points are used for parameter estimation.

1 Tokens were used as a generic currency.
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Fig. 3. Estimating demand curve parameters using all the demand data (estimated
average demand) or using only the highest observed demand per price (estimated
high demand).

If all the demand-price data is used to estimate the parameters, then the
resulting curve is the average of the data, as seen in figure 3. Unfortunately,
many actual demand data points are above the estimated demand, as seen in
the figure, which results in blocking. For example, using the average-demand
to estimate the demand of 200 users during one day yielded 24 blocked users
and a 1.25× 1013 profit. In contrast, if only the highest demand measured for
a ToD price is considered, fewer actual data points are above the estimated
curve which implies lower blocking. Using highest-demand estimation with the
same group of 200 users resulted in no blocking and a profit of 1.66 × 1013,
which is a 33% profit increase over the average-demand estimation. Therefore,
the more conservative highest-demand estimation yields lower blocking and
higher profits as compared to the average-demand estimation. The remaining
experiments used highest-demand estimation for demand prediction, and no
blocking occurred.

4.2 SLA Term

When purchasing connections, service providers are interested in SLAs that
specify a certain QoS, delivery points, bandwidth amount, and price. Given
a group of connections that satisfies these requirements, one remaining pa-
rameter is the SLA term (contract duration). For example on-line bandwidth
markets (bandwidth.com, Band-X, and InterXion) offer connections with du-
rations ranging from a few weeks to several years. Given the variety of SLA
lengths, it is important to determine the effect of contract duration on service
provider performance.
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(a) One SLA (term equaled five days).
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(b) 15 SLAs (term equaled a ToD).

Fig. 4. Provisioning and allocation simulation results for a single domain and QoS
class. Results indicate shorter SLA terms (Figure b) yield higher profits, which is
due to an increase in control given to the service provider.

Two separate experiments were performed, each simulated 200 users over 5
days where each ToD was 8 hours in duration (3 ToD per day). The first
experiment assumed the SLA term was equal to 5 days, while the second
experiment assumed the SLA term was equal to one ToD 2 . Results of the two
experiments are given in figure 4. In each case, the service provider was able
to maximize profit, given the estimated user demand and the SLA term. The
five day SLA provisioned 99 Mbps for the five days, as seen in figure 4(a).
Prices fluctuated between 5 and 7 in accordance to user demand, resulting
in a 1.12 × 1014 profit. The 15 SLA experiment provisioned between 50 and
150 Mbps, closely following the demand of the users as seen in figure 4(b).
Prices were from 5.5 to 6.25 per SLA which is a smaller range than the single
5 day SLA. In addition, the 15 SLA experiment yielded a profit of 1.94×1014,
which is a 73% increase over the single 5 day SLA. The performance increase
of smaller SLA durations is due to the additional control given to the service
provider. The service provider was able to provision and price bandwidth to
meet the changing demands, instead of relying solely on pricing. Therefore
smaller SLA’s can increase performance due to more control.

4.3 QoS Class Promotion

QoS promotion is the adjustment of allocations and prices based on the actual
demand during a ToD. Assume two different QoS classes are required to the

2 As described, the term of an actual SLA would be much longer, however length
will not impact the results presented.
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User Wealth Elasticity
Type βi,1 βi,2 βi,3 βi,4 βi,5 αii αAF,EF

EF 2 × 108 2 × 108 1 × 108 2 × 108 2 × 1012 2.25 0
AF 1 × 105 1 × 105 1 × 109 1 × 105 1 × 105 1.75 0.41

Fig. 5. Demand curve parameters used in the QoS promotion example. Note αii is
the own-price elasticity, while αAF,EF is the cross-price elasticity.

same destination. The QoS classes are DiffServ Expedited Forwarding (EF)
and Assured Forwarding (AF), where EF is considered a higher QoS class
than AF. The SLA term was five consecutive ToD periods and the cost for
each class was linear with respect to the amount provisioned. The EF class
cost was 10 tokens per unit bandwidth, while the AF class had a cost of 5
tokens per unit bandwidth. Users were distinguished based on the minimum
QoS desired. One set of users required EF, while the other required at least
AF. Note, AF traffic can be promoted to the EF class. Values for the wealth
and elasticity for each set of users are given in figure 5. The aggregate wealth
of each group changed per ToD, while the elasticities remained constant.

The results are given in figure 6. The SLA provisioning amounts were 6 Mbps
for EF and 1.25 Mbps for AF. During ToD 1, 2, 4, and 5 QoS promotion has
no advantage since the demand for EF is higher than AF. This is depicted in
figure 6(a) which shows the allocations for ToD 5. Prices during these ToD
intervals are 4 tokens for EF and 0.17 for AF. In contrast, during ToD 3 it is
advantageous to sell EF bandwidth as AF since demand for EF is less than
AF. The price for EF was 12 tokens while AF was 9 tokens. During this ToD,
EF is allocated 0.25 Mbps and AF is allocated 7 Mbps, which results in higher
profits as seen in figure 6(b). EF users were forced to pay higher prices, while
more AF bandwidth was sold to more users yielding higher profits. Allocating
bandwidth without QoS promotion resulted in a total profit of 8.1×108. Using
QoS promotion (during ToD 3) yielded a total profit of 9.3 × 108, which is
15% higher.

4.4 Price Interval Duration

As described in the introduction, the duration of a price interval can range
from extremely large to very small. Smaller intervals provide greater conges-
tion control since prices can quickly adjust based on user demand [36,37]. This
flexibility also increases profits, since prices can be set to encourage usage.
Ideally, a service provider wants to update the price whenever the aggregate
user demand changes. Changing the price at a rate faster than the change
in demand would not increase profits. Although smaller price intervals are
advantageous to the service provider, users prefer a simpler price structure
[38]. Generally, users are adverse to the possibility of multiple price changes
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Fig. 6. QoS class allocation amounts and profits for different ToD periods. Two
classes exist, Expedited Forwarding (EF) and Assured Forwarding (AF), where EF
is considered a higher QoS class than AF.

during a session, even if it could result in a lower cost [37]. As a result, a ser-
vice provider could lose customers, which would result in lower profits, if rival
service providers offer a simpler pricing structure (fewer intervals). Therefore,
interval duration is an important question to address.

The effect of price interval duration on service provider profit was investigated
using simulation. For each simulation, a random number of users, uniformly
distributed between 200 and 500, interacted with a single service provider
during a day. For each experiment, we are interested in measuring the per-
cent change in profit as the number of intervals increases during a day 3 . A
single experiment consisted of six simulations, each simulating a different num-
ber of pricing intervals. User arrivals and demands were randomly generated
at the beginning of each experiment and were used for the six simulations.
For each experiment, the first simulation was performed to estimate demand
curve parameters and to determine the smallest aggregate demand interval.
An aggregate demand interval is the amount of time between successive de-
mand changes. Changing prices more frequently than the shortest aggregate
demand interval should not increase profits. Let T∗ represent the number of
pricing intervals based on the shortest aggregate demand interval. Five addi-
tional simulations were then performed, where the number of intervals were
equal to 1, T∗/100, T∗/10, T∗, and 2 · T∗. Note T∗ was greater than 100 for ev-
ery experiment. Finally, 5000 independent experiments were conducted (30000
simulations total) to provide averages and 95% confidence intervals.

3 For a given day, we assume all intervals are equal in duration.
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The experimental results are shown in figure 7, which depicts the percent
change in profit as the number of intervals increases. Note, the percent change
in profit is compared to the profit obtained from a single interval. As expected,
profit increased as the number of intervals increased. Initially, the profit in-
creased rapidly. At T∗/100 the change was 0.081, while the profit increase
was 0.116 at T∗/10 (a difference of 0.035) . However, the profit increase for
T∗ intervals was 0.118, which is negligible as compared to the profit obtained
from T∗/10 intervals. Using more than T∗ intervals did not increase profits
as compared to T∗ intervals, which was expected. Furthermore, the standard
deviation of the average-profit-change reduced as the number of intervals in-
creased, from 0.058 at T∗/100 to 0.043 at 2·T∗. No users were blocked in any of
the simulations performed. In summary, a service provider can increase profits
by using more intervals; however, there is limited monetary benefit associated
with using intervals lengths that approach the smallest change in aggregate
user demand.

5 Conclusions

Service providers must provision connections (large bandwidth amounts over
long periods of time) then allocate to individual users (smaller bandwidth
amounts over short periods of time). Connection management is complex due
to the different time scales and the unpredictable nature of users; however, as
QoS becomes more ubiquitous, management becomes more difficult.
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This paper described a scalable method for optimally provisioning and pricing
network connections, based on a earlier model presented in [17,18]. Connec-
tions were provisioned over the long-term, then priced based on user demand
over the short-term. Demand estimation methods were also described that are
suitable for dynamic conditions. Using the management technique, the service
provider was able to maximize profit given the estimated user demand and
the connection duration (SLA term). Using simulation, shorter SLA terms
were shown to yield higher profits, since the service provider is able to pre-
cisely provision based on the ToD statistics. In addition, QoS class promotion
was described to increase utilization and profits. Class promotion can occur
when demand for a lower class is greater than the amount provisioned (SLA
agreement) and higher class bandwidth can be made available through higher
prices. If this situation occurs, then lower class traffic can be sent using the
higher class connection. This additional flexibility results in better utilization
of resources and higher profits, while maintaining a low blocking probabil-
ity. This was demonstrated numerically, where QoS class promotion increased
profits over 15% as compared to not allowing QoS class promotion. Finally,
this paper investigated the economic impact of price interval duration. Shorter
intervals can provide higher profits; however, experimental results indicated
these gains are modest. For example, experiments conducted indicate a profit
increase no larger than 5% was achieved when smaller intervals were used as
opposed to larger intervals (for example 100 times longer). Therefore, given
users preferences toward fewer price changes, smaller price intervals hold few
economic benefits.

Future areas of research include billing and accounting, and quantifying user’s
antipathy to price changes. The management techniques developed in this
paper will rely on a billing and accounting infrastructure; therefore, more
research is needed to develop scalable accounting procedures. In addition, the
impact of interval durations on profit was demonstrated; yet, more research is
needed to quantify users preferences for intervals.
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