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Abstract— Firewalls enforce a security policy by inspecting and
filtering traffic arriving or departing from a secure network.
This is typically done by comparing an arriving packet to a
set of rules and performing the matching rule action, which
is accept or deny. Unfortunately packet inspections can impose
significant delays on traffic due to the complexity and size of
policies. Therefore, improving firewall performance is important
given the next generation of high-speed networks.

This paper introduces a new firewall architecture that can
perform packet inspections under increasing traffic loads, higher
traffic speeds, and strict QoS requirements. The architecture
consists of multiple firewalls configured in parallel that collec-
tively enforce a security policy. Each firewall implements part
of the policy and arriving packets are processed by all the
firewalls simultaneously. Since multiple firewalls are used to
process every packet, the proposed function-parallel system has
significantly lower delays (e.g. 74% lower for a four firewall
system) and a higher throughput than other data-parallel (load-
balancing) firewalls. These findings will be demonstrated empir-
ically. Furthermore unlike data-parallel systems, the function-
parallel design allows the stateful inspection of packets, which is
critical to prevent certain types of network attacks.

I. INTRODUCTION

Network firewalls remain the forefront defense for most
computer systems. Guided by a security policy, these devices
provide access control, auditing, and traffic control [1], [2], [3].
Asseeninfigure 1(a), a security policy isaset of ordered rules
that define the action to perform on matching packets. Given
the packet and/or connection information, rules indicate the
action to take place for each packet, such as discard, forward,
or redirect. Security can be further enhanced with connection
state information. For example a table can be used to record
the state of each connection, which is useful for preventing
certain types of attacks (e.g., TCP SYN flood) [3].

Traditional firewall implementations consist of a single ded-
icated machine, similar to arouter, that sequentially appliesthe
policy to each arriving packet. However, packet filtering can
represent a significantly higher processing load than routing
[4], [5], [3]. For example, afirewall that interconnects two 100
Mbps networks would have to process over 300,000 packets
per second [2]. Successfully handling this traffic load becomes
more difficult as policies become more complex [6], [7], [3].
Furthermore, firewalls must be capable of processing even
more packets as interface speeds increase. In a high-speed
environment (e.g. Gigabit Ethernet), asinglefirewall can easily

become a bottleneck and is susceptible to DoS attacks [6], [8],
[9], [10Q]. Building a faster single firewall is possible [11], [4],
[5], [12], [13]; however, the benefits are temporary (interface
speeds are increasing); it is not scalable; and it is a single
point of failure.

A pardlel firewall (also caled a load-balancing firewall)
is a scalable approach for increasing the speed of inspecting
network traffic [6], [10], [7], [3]. As seen in figure 2(a), the
system consists of multiple identical firewalls connected in
parallel. Each firewall in the system implements the complete
security policy and arriving packets are distributed across the
firewalls such that only onefirewall processes any given packet
[6]. How the load-balancing algorithm distributes packets is
vital to the system and typically implemented as a high-speed
switch in commercial products [14], [10]. Although parallel
firewalls achieve a higher throughput than traditional firewalls
[6] and have a redundant design, the performance benefit is
only evident under high traffic loads. Furthermore, stateful
inspection requires all traffic from a certain connection or
exchange to traverse the same firewall, which is difficult to
perform at high speeds [7].

This paper introduces a new scalable parallel firewall ar-
chitecture designed for increasing network speeds and traffic
loads. The design consists of multiple firewalls where each
firewall implements only a portion of the security policy. Since
the policy is divided across the firewals, rule distribution
guidelines are provided that maintain integrity, ensuring the
new parallel design and a traditional single firewall aways
reach the same decision. Unlike the previous parallel design,
when a packet arrives to the new architectureit is processed by
every firewall in parallel, thus the processing time required per
packet is reduced. Simulation results for the new architecture,
(consisting of four firewals) yielded a 74% reduction in
processing time as compared to other parallel firewall designs.
Furthermore unlike other designs, the proposed architecture
can provide stateful inspections since a packet is processed
by every firewal. Therefore, the new parale design is a
scalable solution that can offer better performance and more
capabilities than other designs.

The remainder of this paper is structured as follows. Section
Il reviews firewall policy modelsthat are used for rule distribu-
tion in the proposed parallel system. Perallel firewall designs
are described in section 111, including the new design and rule



distribution methods. Then section IV will demonstrate the
experimental performance of the parallel design. Section V
reviews the paralel firewall design and discusses some open
guestions.

Il. FIREWALL PoLIicy MODELS

Packets arriving at a network firewall are inspected using
the rules defined by a security policy. Each firewall rule »
in the policy can be modeled as an ordered tuple of sets,
r = (r[1],7[2],...,7[k]). Each tuple r[l] is a set that can be
fully specified, given as a range, or contain wildcards * *’
in standard prefix format. For the Internet, security rules are
commonly represented as a 5-tuple consisting of: protocol
type, source IP address, source port number, destination IP
address, and destination port number [2], [3]. The ordered
tuples can be supersets or subsets of each other. This forms
the basis of precedence relationships (rule order). In addition
to the prefixes, each filter rule has an action, which is to accept
or deny.

Using the rule definition, a security policy can be mod-
eled as an ordered set (list) of n rules, denoted as R =
{r1,r2,...,r, }. State can be viewed as a preliminary extension
of the policy that contains a set of rules for established
connections [2]. Starting with the first rule, a packet d is
sequentially compared against each rule r; until a match is
found, then the associated action is performed. Thisis referred
to as a first-match policy and is used in the magjority of
firewall systems including the Linux firewall implementation
iptables [15]. A match is found between a packet and rule
when every tuple of the packet is a subset of the corresponding
tuple in the rule.

A policy R is comprehensive if for every possible legal
packet d a match is found. Furthermore, two policies R and
R’ are equivalent if for every possible legal packet d the same
action is performed. Note, R and R’ may differ in terms of the
actual rules (number and/or order) yet still be equivalent [17].
Therefore, if R is replaced by an equivalent R’ then policy
integrity is maintained.

There are many ways to implement a given policy (e.g. us-
ing asingle or parallel firewall) or even modify it (e.g. reorder,
combine, add, or remove rules); therefore, it is important
to determine equivalence and policy integrity. As described
at the beginning of this section, a policy has an implied
precedence rel ationship where certain rules must appear before
othersto maintain policy integrity. The precedence relationship
between rulesin a policy can be modeled as a Policy Directed
Acyclica Graph (DAG) [16], [17]. Let G = (R,E) be a
policy DAG for apolicy R, where vertices are rules and edges
E are the precedence relationships (constraint). A precedence
relationship, or edge, exists between rules r; and r;, if i < j
and the rules intersect [16]. The rules r; and r; intersect if
every tuple of the resulting operation is non-empty. In contrast,
the rules r; and r; do not intersect, if at least one tuple is the
empty set. For example, the policy DAG for the rules given
in figure 1(a) is given in figure 1(b).

It has been proven that any linear arrangement of the policy
DAG maintains integrity [17]. Therefore, the policy DAG can
be used to distribute rules across a parallel firewall system as
well as rearrange rules to improve performance [16], [17].

I1l. PARALLEL FIREWALLS

As described in the introduction, parallelization offers a
scalable technique for improving the performance of network
firewalls. Using this approach an array of m firewalls processes
packets in parallel, as seen in figure 2. However, the two
designs depicted in this figure are different based on what
is distributed: packets or rules.

The design developed by Benecke et al. [6] consisted of
multiple identical firewalls connected in parallel, as shown in
figure 2(a). Each firewall j in the system implements a local
policy R;, where R; = R. Arriving packets are distributed
across the firewalls for processing (one packet is sent to one
firewall), allowing different packets to be processed in parallel.
Since each packet is processed using the policy R; = R,
policy integrity is maintained.

Using terminology developed for parallel computing, this
design is considered data-parallel since the data (packets) is
distributed across the firewall [18]. How the load-balancing
algorithm distributes the packets is important and typically
implemented as a speciaized high-speed switch [14], [10].

Although a data-paralel firewall can achieve higher
throughput than a traditional (single machine) firewall [6], it
suffers from two major disadvantages. First, stateful inspection
requires al traffic from a certain connection or exchange to
traverse the same firewall. Successful connection tracking is
difficult to perform at high speeds using the data-parallel ap-
proach [6], [7]. Second, distributing packets is only beneficial
when each firewall in the array has a significant amount of
traffic to process (never idle), which only occurs under high
traffic loads. This behavior is demonstrated in the experimental
results section.

A. Function-Parallel Architecture

The new proposed firewall design consists of multiple
firewalls connected in parallel and a gate device, as seen
in figure 2(b). However unlike the data-parallel design that
distributes arriving packets, the new design assigns the policy
rules across the firewalls. Since firewalls only implement a
portion of the original policy, it is critical that rule distribution
is done to maintain policy integrity. Therefore, a traditional
single firewall and the new firewall design will aways give
the same result for any packet. Using parallel computing
terminology, this design will be referred to as function-parallel
since the rules are distributed across the firewalls [18].

The general operation of the system can be described as
follows. When a packet arrives to the function-parallel system
it is forwarded to every firewall and the gate. Each firewall
processes the packet using its local policy, including any state
information. The firewall then signals the gate indicating either
no match was found, or provides the rule number and action
if a match was found. Since local policies are a subset of the



Source Destination

No. | Proto. IP Port IP Port | Action

1 | UDP 190.1.1.% = * 80 deny A

2 UDP 190.1.* * * 90 deny @ @ @
3 TCP 180.* * 180.* 90 | accept

4 TCP 210.* * 220.* 20 | accept

5 UDP 190.* * * accept

6 * * * * deny

(a) Example security policy consisting of multiple ordered rules.

Fig. 1.

(b) Policy DAG representation, where vertices are rules
while edges indicate precedence requirements.

Example firewall policy (ACL) and policy DAG.
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(a) Dataparalel, packets distributed across an
array of equal firewalls.

(b) Function-parallel, rules distributed across an array
of firewalls.

Fig. 2. Paralel designs for network firewalls. In the diagrams, the security policy consists of six rules, R = {n, ..., ¢} and each design consists of three

firewalls (depicted as solid rectangles).

original, a no-match is a valid response and is required for
the function-parallel design. The gate stores the results and
determines the final action to perform on the packet using the
policy DAG. Note, the rule number may correspond to a state
match if the packet belongs to an established connection. This
number would have a uniformly lower value since state rules
are evaluated before policy rules [2].

A first match policy can be implemented by applying the
action of the lowest numbered matching rule to the packet.
Performance can be increased if the gate can signa the
firewalls that further processing of a certain packet is no
longer needed (a short-circuit evaluation). This occurs when
the appropriate match has been found by a firewall before the
other firewalls have completed processing the same packet.
Short-circuit evaluation requires the gate to know how the
rules are distributed as well as the dependencies (policy DAG).
Redundancy can also be provided by duplicating rules across
the firewalls (copying local policy to a neighbor). As done
in [6], the firewalls are interconnected to determine if the
redundant rules should be processed [19].

The function-parallel design has several significant advan-
tages over traditional and data-parallel firewalls. First, the
function-parallel design resultsin faster processing since every
firewall is utilized to process a single packet. Reducing the
processing time, instead of the arrival rate (the data-parallel
paradigm), yields better performance since each firewall in the
array processes packets regardless of the traffic load. Second,

unlike the data-parallel design, the function-parallel design
can maintain state information about existing connections.
Maintaining state can be viewed as the addition of a new rule
corresponding to a requested connection [2]. Unlike the data-
paralel design, the new rule can be placed in any firewall
since a packet will be processed by every firewall (integrity
guidelines are given in the next section). The disadvantage
of the system is a possible limitation on scalability, since the
system cannot have more firewalls than rules. However, given
the size of most firewall policies range in the thousands of
rules [20], the scalability limit is not an important concern.

B. Rule Distribution and Integrity

As previously described, the function-parallel design dis-
tributes the security policy rules across an array of firewalls.
Using this design, al the firewalls process an arriving packet
in paralel using its local policy; therefore, the rules must be
distributed such that the integrity of the policy is maintained.
Again, this paper will assume a first-match policy is desired
and policies are comprehensive.

Assume a function-parallel system consisting of m firewalls
exists and will enforce a security policy R. Each firewall j
has a local policy R; that is a portion of the security policy
R. Each firewall will process an arriving packet using its
local policy to determine the first match. Note, the actual
software implementation of the firewall does not need to be
a list, the function-parallel design is independent of software



implementation. The gate will then apply the action of the
lowest numbered rule matched by the firewalls. Integrity is
maintained if the rule distribution adheres to the conditions
specified in the following theorem.

Theorem 1. An array of m firewalls and a gate device
arranged in a function-parallel fashion enforcing a compre-
hensive policy R will maintain integrity if policy rules are
distributed to each firewall ;j such that: every rule in R is
assigned to at least one firewall and the precedence constraints
of R are observed in R;.

Proof: Let R’ bethe ordered subset of the rulesin policy
R that matches a packet d. Given a first match policy, the
first rule in R’ is the correct result. The first condition of
the theorem ensures that these rules will exist in the system.
The second condition ensures shadowing will never occur if
multiple rulesfrom R’ exist in the same local policy. Therefore
the local first match produced for d is the correct local result.
If rules from R’ exist in different local policies then the gate
will be given multiple matches from the set R’ for d. However,
the gate will determine the appropriate result since it always
applies the lowest numbered rule of the local first matches,
thus policy integrity is maintained.
[ |

An example distribution of the policy given in figure 1(a),
across an array of three firewalls, is shown in figure 2(b). This
horizontal distribution assigns rules in a round-robin fashion
horizontally across the firewalls. Integrity is maintained since
all rules are present in the system (assigned to at least one
firewall) and rules are in ascending order in each local policy
(shadowing is not introduced).

IV. EXPERIMENTAL RESULTS

The performance of a traditional single firewall, the data-
parallel firewall, and the function-parallel firewall was mea-
sured under redlistic conditions using simulation. Firewalls
were simulated to process 6 x 107 rules per second, which
is comparable to current technology. For each experiment
the parallel designs always consisted of the same number of
firewalls. An additional gate delay, equivalent to processing
three firewall rules, was added to the function-parallel design.
No additional delay was added to the data-parallel system
for packet distribution (load balancing); therefore, the results
observed for the data-paralel design are better than what
should be expected.

Packets lengths were uniformly distributed between 40 and
1500 bytes, while al legal 1P addresses were equally probable.
Firewall rules were generated such that the rule match proba-
bility was given by a Zipf distribution, which is commensurate
with actual firewall policies [16], [21]. Rules were distributed
in a horizontal fashion for the function-parallel design, as
described in section 111-B.

Three sets of experiments were performed to determine
the effect of increasing arrival rates, increasing policy size,
and increasing number of firewalls. For each experiment 1000
simulations were performed, then the average and maximum
packet delay were recorded. The average results were also

compared against the theoretical performance described in
[19], which indicates the best average performance a function-
parallel firewall can achieve is 1/m the data-parallel design,
where m isthe number of firewalls. Thistheoretical result does
not include the gate processing delay, so it can be considered
a lower bound on the average delay.

Figure 3 shows the impact of increasing arrival rates on
the three firewall designs. In this experiment, each system
implemented the same 1024 rule firewall policy [20] and both
paralel designs consisted of four firewalls. The arrival rate
ranged from 5 x 103 to 1 x 10% packets per second (the
highest arrival rate resulted in more than 6 Gbps of traffic on
average). As seen in figure 3, the parallel designs performed
considerable better than the traditional single firewall. As the
arrival rate increased, the parallel designs were able to handle
larger volumes to traffic due to the distributed design. As seen
in figure 3(a), the function-parallel firewall had an average
delay that was consistently 3.5 times lower than the data
paralel design. This is expected because each firewall in the
function-parallel design is used to inspect arriving packets
regardless of the arrival rate. However, the gate delay incurred
by the function-parallel design causes the average delay to be
greater than the theoretical value, which is four times lower
than the data-parallel design. The impact of the gate delay
is more prominent as the arrival rate increases. Similar to
the average delay results, the function-parallel design had a
maximum delay 72% lower than the data-parallel design.

The effect of increasing policy size (number of rules) on the
three firewall designs is given in figure 4. In this experiment,
the arrival rate was again 1 x 10° packets per second (yielding
more than 0.5 Gbps of traffic on average) and both parallel
designs consisted of four firewalls. Policies ranged from 60 to
3840 rules [20]. When the policies consisted of relatively few
rules, the single and data-parallel firewalls observed similar
delays. However as seen in figure 4(a), the parallel designs per-
formed considerable better than the traditional single firewall
once the policy contained more than 1000 rules. The function-
parallel firewall had an average delay that was 3.8 times
lower than the data parallel design. Therefore, the additional
gate delay did not have a significant impact on the average
performance. The maximum delay for the function-parallel
design was also lower than the other designs. For example,
the maximum delay observed by the function-parallel firewall
was 76% lower than the data-parallel firewall.

Figure 5 shows the effect of increasing number of firewalls
for the two parallel firewall designs. The number of firewalls
ranged from 2 to 256, the number of rules was 1024, and ar-
rival rate was 2 x 10° packets per second (again, yielding more
than 1 Gbps of traffic). As seen in figure 5(a), the function-
paralel design consistently performed better than the data-
parallel firewall design. As firewalls were added, the function-
parallel system always observed a reduction in the delay. This
delay reduction trend is expected until the number of firewalls
equals the number of rules. In contrast, the delay for data
paralel design quickly stabilizes and the addition of more
firewalls has no impact. This is because after a certain point
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Fig. 3. Packet delay as the packet arrival rate increases. Parallel designs consisted of four firewalls.
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Fig. 4. Packet delay as the number of rules increases. Parallel designs consisted of four firewalls.
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any additional firewalls will remain idle, thus these additional
firewalls are unable to reduce the delay. As additional firewalls
are added the performance difference between the function-
parallel firewall and theoretical limit becomes larger. The local
policy delay becomes smaller as more firewalls are added;
however, the gate delay remains constant, thus more prominent
inthe total delay experienced. The function-parallel design had
amaximum delay 74% lower than the data-parallel design. As
demonstrated in each experiment, the function-parallel design
provides a better, scalable firewall solution.

V. CONCLUSIONS

It is important that a network firewall acts transparently
to legitimate users, with little or no effect on the perceived
network performance. This is especially true if traffic requires
specific network Quality of Service (QoS), such as bounds
on the packet delay, jitter, and throughput. Unfortunately, the
firewall can quickly become a bottleneck given increasing
traffic loads and network speeds. Packets must be inspected
and compared against complex policies, which is a time
consuming process. In addition, audit files must be updated
with current connection information. As a result, the firewall
and, more importantly, the network it protects can be quickly
overwhelmed and is susceptible to Denial of Service (DoS)
attacks.

This paper introduced a new scalable firewall architecture
designed for increasing network speeds and traffic loads. The
proposed parallel design consists of multiple firewalls. Each
firewall implements a portion of the security policy. When a
packet arrives to the system it is processed by every firewall
simultaneously, which significantly reduces the processing
time per packet. In addition, rule distribution guidelines that
maintain policy integrity were introduced, which ensures the
parallel design and a traditional single firewall always reach
the same decision for any packet. Rule distribution guidelines
that maintain integrity were described in this paper. The ex-
perimental performance showed that the proposed architecture
can achieve a processing delay 74% lower than previous
paralel firewall designs (parallel architectures consisted of
four firewalls). Furthermore unlike other designs, the proposed
architecture can provide stateful inspections since a packet is
processed by every firewall. Therefore, the function-parallel
firewall architecture is a scalable solution that offers better
performance and more capabilities than other designs.

While the function-parallel firewall architecture is very
promising, several open questions exists. For example given
the need for QoS in future networks, it may be possible
to distribute rules such that traffic flows are isolated. In
this case a certain type of traffic would be processed by a
certain firewall. Another open question is the optimization of
local firewall policies, including redundant policies, using the
methods described in [16], [17]. However, optimization can
only be done if policy integrity is maintained.
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